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Abstract—High-level design models are often used for describ-
ing the behavior or structure of a software system. It is generally
much easier and more adequate to understand a software system
on this level than on the level of individual code lines. Such models
are also created by developers as they gain an understanding of
the software. Unfortunately, these models often do not correspond
to what is really in the code. Murphy et al. introduced the idea
of reflexion models in 1995 to overcome this problem. Their
approach is today widely used for architecture conformance
checking and reconstruction.

In this paper, we introduce reflexion models for state ma-
chines. Our approach allows to check the correspondence of
a hypothetical state machine model with the code. It returns
information about convergence, partial convergence, divergence,
or absence of the specified states and transitions. Similar to
the original reflexion model, the approach can be used for
conformance checking as well as interactive reverse engineering
of state machine models. We concentrate on the latter and show
the potential of the approach in several case studies.

Index Terms—Software maintenance, program comprehension,
state machines, reflexion model, model checking.

I. INTRODUCTION

Legacy software contains accumulated expert knowledge
from different people and domains, which makes it so valu-
able. At the same time, aged software often is very com-
plex [1], which means it is quite laborious to extract that
knowledge from the code. Unfortunately, higher-level models
of the software often do not exist at all, or they are lost or
not kept up to date during software evolution. That is why
program understanding makes up for about 50%-70% of total
software life cycle effort [2]–[4]. Program understanding is
prerequisite for most software maintenance tasks.

Depending on their knowledge about the system, developers
apply different strategies for program comprehension [5], [6].
Users who do not know a software have to follow a bottom-up
strategy, in which they start with the code (low-level) and form
higher-level abstractions after some time. When a developer
already has some knowledge of a system, he relies on these
assumptions and explores the code using a top-down strategy.
In practice, program comprehension is mostly a mixture of
both approaches.

Supporting bottom-up comprehension by fully automated
tools is quite difficult: The required abstractions (e. g., de-
scriptive terms) are usually not contained in the code and
therefore impossible to derive. Also, a tool cannot decide about

the relevance of different aspects of the code. Extracting all
details usually results in incomprehensible models. Therefore,
user interaction is inevitable. On the other hand, maintaining a
software on the basis of information from available high-level
models can be very risky. Such models are usually incorrect
or imprecise, such that only the code contains the truth [7].
Therefore, such models must be verified against the code
before they can be used.

Reflexion analysis [8] is an interactive top-down approach
for reconstructing or checking the architecture of a given
system. The user defines a hypothetical architecture and gets
feedback from an analysis tool about how well it matches the
reality in the code. He can then refine his input or change the
code until he is satisfied with the result. Reflexion analysis
has proven to be a very effective approach for architecture
model extraction from software systems [9]. We propose to
apply the same idea to state machines, which are an established
formalism for design and even requirements specification of
behavioral aspects. State machines specify what is done in
which situation, depending on what has happened before.
They can give a good overview about behavioral aspects of
a function, and they restrict the possible sequences of states
by transitions and their conditions, which is both valuable
information for program comprehension.

Typical state machine implementations are built using a
state variable (often an enum) along with a switch and a case
for each state. They usually realize behavior that spans over
multiple calls of the same function. For example, in embedded
control software – which is our primary subject code in this
work – continuous processes are discretized into small steps,
which are executed in fixed time intervals. This results in a lot
of stateful functions in such code, e. g., when timers or filters
are used. Similar constructs can be found in device drivers, but
also in GUI and other code. However, we often experience
that such stateful behavior is implemented without making
the states explicitly visible. The state is then distributed over
several variables and conditions on them. One typical example
is when flags are set and read everywhere in the code. It
is quite hard to recover the possible or relevant states and
transitions from such code.

Imagine a developer who tries to understand a given soft-
ware subsystem. He may already have some idea about how
the software behaves, e. g., based on a state machine from the



design documentation or from superficially scanning the code.
However, he cannot be sure whether his idea is correct. If he
could specify the hypothetical model as a state machine, check
it with the code, and get feedback how well it corresponds to
the actual code, this would be extremely helpful. And this is
exactly what our approach does.

We identify states in a given function by their state invariant,
which must be encoded into variables somehow – otherwise,
the state does not exist in the code. Our core idea is to
check for each pair of states whether their invariants are
both satisfiable when one is taken as the precondition and
the other one as the postcondition of a subject function. This
immediately indicates that the function realizes a transition
between the two states. We use the C Bounded Model Checker
CBMC [10] to check the hypothetical state machine model of
the user against the code. CBMC takes a C file annotated with
assumptions and assertions as input and determines whether
these assertions are always satisfied under the given assump-
tions. Each pair of state invariants is automatically translated
to CBMC assumptions and assertions, which are then checked
for satisfiability given the C code between them. In case of
satisfiability, a transition exists between the corresponding two
states.

Our main contribution in this paper is an adaptation of
reflexion models for state machine extraction and conformance
checking. Furthermore, we demonstrate its effectiveness and
potential in several use cases, and we evaluate user feedback,
runtime and consistency in several tests and case studies.

The rest of the paper is organized as follows: The required
background about state machine formalism, bounded model
checking and reflexion analysis is introduced in Section II.
We explain the approach in Section III and we evaluate it on
different use cases in Section IV. In Section V, we discuss the
approach and results. An overview of related work is presented
in Section VI, and Section VII concludes.

II. BACKGROUND

In the following sections, we introduce the used state
machine formalism and basics about bounded model checking
and Murphy’s original reflexion analysis approach.

A. State machine definition

The deterministic finite state machine in our approach is
a simplified extended finite state machine (EFSM) [11]. An
EFSM is a finite state machine that additionally has variables,
update operations on these variables, and evaluation of vari-
ables for determining trigger conditions. In our formalism,
we include variables and allow to use them in transition
conditions, but do not include update operations in the model.
We defer the latter to the function f (see below). This results
in the quadruple (S, T , V , s0) with:

• a finite set of states S,
• the transition function T : S × V → S,
• a set of variable valuations V , and
• the initial state s0 ∈ S.

Each variable valuation v ∈ V is a function v : N → D,
where N is a set of variable names and D is the set of values
that variables can take on.

Additionally, we introduce the following definitions:
• Inv : S×V → B (with B = {true, false}) is a predicate

on the variables that holds while the system is in the
given state, i. e., the state invariant.

• ∆ : S × S → B is a predicate that is true when there
exists a transition between two states (transition matrix):
∆(s, t) :⇔ ∃v ∈ V : T (s, v) = t

• f : V → V is the function that maps a valuation v1 ∈ V
to the corresponding valuation v2 ∈ V that results after
execution of the subject function on v1.

Note that the transition function exactly defines the target
state for each source state and variable valuation. There cannot
be any ambiguities or undefined behavior. We will come back
to this property later in this paper.

Example: In our work, we are interested in state machines
that are not necessarily realized using an explicit state machine
implementation pattern, or that do not even have an explicit
state enumeration variable. We rather regard any variable that
conforms to the following set of criteria as a state variable:
It is static or global, it influences a control decision, and
there is at least one path on which it is read before it is
written. These criteria have been empirically determined in our
previous work [12]. Note that the state variable in a classical
switch-case implementation of a state machine also fulfills
these criteria.

The following code is an example for an implicit state
machine implementation. It realizes a countdown timer (when
repeatedly called in fixed time intervals, e. g., every 20 mil-
liseconds). It would usually be embedded in some other code,
which is signified by dots:

int t;
void process_20ms() {
...
if (t > 0) {
... t--; ...

}
...

}

In fact, it can be regarded as having two different states:
While t is greater zero, something is done that is no longer
done when t has become zero. This means the function has
two implicit states: One with invariant t > 0 and the other
one with invariant t ≤ 0. An extracted state machine model
for this aspect of the function is shown in Figure 1.

This state machine model can be specified according to our
definitions as follows. Note that t is the name of the C variable.

A 
t>0

[t>1]

B 
 t<=0

[t=1]

[true]

Fig. 1. The state machine model of the function process 20ms.



• S = {A,B}

• T (A, v) =

{
A v(t) > 1

B v(t) = 1
, T (B, v) = B

• Inv(A, v) = (v(t) > 0), Inv(B, v) = (v(t) ≤ 0)
• ∆(A,A) = ∆(A,B) = ∆(B,B) = true,

∆(B,A) = false

B. Bounded Model Checking
A model checker automatically verifies whether a finite

model satisfies a given property or specification. When the
number of execution steps is limited, the model checker is
called bounded [13]. CBMC [10], [14] is one of the most
popular model checkers for C code. It verifies properties
represented as assertions. CBMC works as follows: The user
annotates the C file with assumptions and assertions. Then
CBMC parses the code, performs tree generation and type
checking and then converts non-linear control flow to guarded
goto statements. CBMC performs symbolic execution for loop
unwinding up to a fixed bound, translates the program to static
single assignment (SSA) form and generates equations over
the program variables in the guarded statements. After that,
CBMC calls a SAT solver to check if the assertions hold in
all possible program executions. When this check fails for
at least one path, a counter example is generated for that
path. This way, checking program paths can be transformed
to constraint solving by a SAT solver. CBMC is also able to
handle pointers and arrays and enables very easy application
of model checking on C programs.

C. Reflexion analysis
Reflexion models have been introduced by Gail Murphy

et al. [8] to bridge the gap between source code and high-
level models. They originally applied this idea for architecture
reconstruction and validation. Koschke and Simon extended
this technique with hierarchical models [9], which makes it
scalable. This technique has meanwhile become a de-facto
standard for assuring conformance of architecture models and
code and is implemented in lots of tools.

Reflexion analysis is based on interaction with the user,
which can go through multiple iterations as follows.

1) The expert starts by providing a hypothetical or concep-
tual model, which contains the components and dependencies
that the user believes/expects to exist in the system.

2) The expert also has to specify a mapping of conceptual
components to implementation artifacts - such as directories,
files, functions or other architecturally relevant items.

3) The next step is the automatic analysis of dependencies
in the code by means of static code analysis. All dependencies
are then lifted to the conceptual model. Reflexion analysis then
compares these dependencies from the code with the specified
dependencies from the conceptual model.

4) The result is a reflexion model which gives the user
feedback in the form of colored edges (see Figure 2):

• Convergence (green edges): A specified dependency in
the conceptual architecture really exists in the code.

• Divergence (red edges): There are additional dependen-
cies in the code that are not specified in the architecture.

a b c Module view
(from code)

A B C Conceptual model
(architecture)

Mapping

Provided 
by user

convergence

absence

divergence
Reflexion modelA B C

Fig. 2. Reflexion analysis example with conceptual model, mapping, module
view in code, and resulting reflexion model.

• Absence (yellow edges): Specified dependencies in the
architecture do not exist in the code.

5) The expert refines the conceptual model or the mapping
according to the feedback from the system, and the process
starts over again (as long as required).

III. APPROACH

Since reflexion analysis works pretty well in practice for
software architecture, our idea is to apply the same method
to extraction and validation of state machines. If we replace
components with states and dependencies with transitions,
we already come pretty close, since both models are graphs.
However, the open question is how to check conformance,
which cannot be done the same way as in architecture reflexion
analysis. The latter consists of extracting dependencies from
the code in the form of variable references, function calls, and
the like and comparing them to the conceptual model. For state
machines, we have to define the mapping and conformance
checking in a different way.

A. State/transition conformance checking

Similar to the ideas of Kung et al. [15] and Sen et al. [16] for
state machine mining from object-oriented code, we identify
a state by its invariant. This means our software is in state
s ∈ S if (and only if) that state’s invariant Inv(s, v) holds for
the current variable assignment v ∈ V . We can use invariants
to directly specify which states we are interested in. We
express state invariants in terms of predicates on the program’s
variables. Similarly, we can specify transition conditions in
terms of predicates on variables. Alternatively, we allow the
user to specify which transitions (from source to target state)
he expects to exist, without providing the exact condition.

If we want to transfer this hypothetical state machine model
to our state machine formalism from Section II-A, we have to
ensure that the invariants are a partitioning of the valuations,
which is assumed by the formalism, but which is not inherent
to a user-specified model.

• Completeness: All possible states must be covered by the
union of all state invariants. ∀v ∈ V : ∃s ∈ S : Inv(s, v)

• No overlaps: The state invariants must not overlap. This
means that for every possible variable valuation, the
corresponding state must be unambiguously clear.
∀v ∈ V : @s, t ∈ S : s 6= t ∧ Inv(s, v) ∧ Inv(t, v)

With a hypothetical state machine model that satisfies these
properties, we can start checking conformance with the code.
The basic idea is to check for each pair of states (s, t) ∈



S×S whether there is a variable valuation such that the state
invariant of the first state s is satisfied before the function
is executed and the state invariant of the second state t is
satisfied after execution of the function (under consideration of
the function’s effect on variables). If that combined condition
is satisfiable, a transition from s to t exists. Formally:

∆(s, t)⇔ ∃v ∈ V : (T (s, v) = t) (1)
⇔ ∃v ∈ V : Inv(s, v) ∧ Inv(t, f(v)) (2)

Depending on whether the transition is specified with or
without condition, we can distinguish between two cases:

1) In case of a hypothetical transition without specified
condition (which means that transition can be taken under
some condition), this definition is sufficient to perform the
conformance check. Let RM denote the reflexion model that
contains the conformance check result for each pair of states:

RM1(s, t) :=


convergence ∆spec(s, t) ∧∆code(s, t)

divergence ¬∆spec(s, t) ∧∆code(s, t)

absence ∆spec(s, t) ∧ ¬∆code(s, t)

ε ¬∆spec(s, t) ∧ ¬∆code(s, t)

∆spec is the transition information from the conceptual
model, which is specified by source and target state of each
transition (1). ∆code is the transition information as derived
from the code, based on the possible sequences of invari-
ants (2). For ε, there is no reflexion edge. RM1 gives feedback
about the existence of a transition between two states.

2) For those transitions that have a transition condition in
the hypothetical model, the check has to be extended. The
transition condition has to hold in addition to the respective
state invariants before the transition is executed. Let C(s, t, v)
be the transition condition for the transition from s to t in the
hypothetical model for a variable valuation v. We define the
following predicates on the implementation model:

P1 := ∃v1 ∈ V : Inv(s, v1) ∧ C(s, t, v1) ∧ Inv(t, f(v1))

P2 := ∃v2 ∈ V : Inv(s, v2) ∧ C(s, t, v2) ∧ ¬Inv(t, f(v2))

P3 := ∃v3 ∈ V : Inv(s, v3) ∧ ¬C(s, t, v3) ∧ Inv(t, f(v3))

Based on that, we can distinguish the following cases:

RM2(s, t) :=


convergence P1 ∧ ¬P2

partial convergence P1 ∧ P2

absence ¬P1

RM3(s, t) :=

{
divergence P3

ε otherwise

P1 checks whether it is possible to get from s to t given
transition condition C. This is a necessary but not sufficient
condition for convergence: There could be transitions to other
states under the same condition as well. Therefore, we use
¬P2 additionally, which means: It is not possible (under any
variable valuation) to get from s to other states than t given the
same transition condition C. Figure 3 shows a reflexion model

s
[t>0]

[t>0]

s
[t<=0]

[t=1]
[t=1]

0 1

Fig. 3. A reflexion model of the timer example. Red (solid) lines denote
divergence, green (bold) lines indicate convergence, blue (dashed) lines mean
partial convergence, and yellow (light) lines mean absence.

of the timer example from Section II-A for a given hypothet-
ical model. The green edge from s0 to s1 is a convergence,
because P1 holds for v = (t 7→ 1) (Inv(s0, v) = (t > 0),
C(s0, s1, v) = (t = 1), Inv(s1, f(v)) = (t− 1 ≤ 0)), but P2

does not hold (since Inv(s1, f(v)) = ¬(t−1 ≤ 0) contradicts
(t = 1)). This means that in state s0, the condition t = 1
always leads to a transition to state s1.

Partial convergence means that given the same transition
condition C, it is possible to get from s to t and to other states,
i. e., C is required, but not sufficient. The condition has to be
further refined to unambiguously determine the target state.
Partial convergences are shown as blue edges. In Figure 3, the
transition condition t > 0 satisfies P1 ∧ P2. P1 is satisfied
for v1 = (t 7→ 2), for example, and P2 is satisfied for v =
(t 7→ 1), which results in two transitions: s0 to s0 and s0
to s1. Note that the correct transition condition is t > 1 (see
Figure 1), so the hypothetical condition was too weak. Partial
convergence is something that does not occur in architectural
reflexion models, where a dependency either exists or not.

Absence as indicated by ¬P1 means that there is no transi-
tion in code from s to t given the transition condition C. In
Figure 3, the yellow transition from s1 to s0 is an absence.

Divergence means that there is a transition in the implemen-
tation that is not covered by any transition in the hypothetical
model. If there is no transition between states s and t specified
at all, this is covered by the first check (RM1). For example,
the red transition from s1 to s1 in Figure 3 is a divergence,
since this edge was not specified. In RM3, we define an
additional check for the case when a transition condition is
specified, but does not cover all cases. P3 checks whether the
transition from s to t is possible when the given condition C
is not fulfilled. If P3 holds, alternative conditions are missing.

When P3 shows a divergence, it is combined with the
result from RM2 in the reflexion model. For example, when
P1 ∧ P2 and P3 are true, this means that there is a transi-
tion under the given condition which is not specific enough
(partial convergence), but the transition is also possible under
other conditions (divergence). The operator ⊕ creates such
combined reflexion edges.

The hypothetical model can contain any combination of a)
states without transitions, b) transitions without conditions and
c) transitions with conditions. RM1 is responsible for cases
a) and b), and RM2 and RM3 are used for c):

RM(s, t) :=


RM2(s, t)⊕RM3(s, t) ∆spec(s, t) with

transition condition
RM1(s, t) otherwise



B. Implementation with CBMC

To check the properties as defined in the previous section,
we use the bounded model checker CBMC. Note that the
properties that we want to check do not have the character
of invariants – they do not necessarily always hold. Instead,
we want to find out which of the properties for the different
transition candidates hold. This will in turn provide the infor-
mation which transitions exist. Therefore, we have to create
variants of the program with different pre and post conditions.

This means that a few code transformations and annotations
must be done before running CBMC, which can be done by
an automated code transformation. Firstly, all global or static
variables must have arbitrary values. This is done by either
adding “extern” to the declaration (for globals), or by initial-
izing variables with an undefined function call. This makes
CBMC consider the whole range of values for these variables.
Secondly, the assumptions and assertions are inserted before
and after the subject function call. For example, if we want
to analyze function foo(), the following code is added around
its call:

__CPROVER_assume(PRECONDITION);
foo();
__CPROVER_assert(POSTCONDITION);

The precondition is the invariant of the source state, optionally
along with the transition condition (negated for P3). The
postcondition is the invariant of the target state, or the negated
one for predicate P2. CBMC is currently limited to checking
universal quantifications: It checks whether the assertion is
always satisfied when the assumptions are fulfilled. We want
to check for existence of a variable assignment for which
assumption and assertion are true. Fortunately, existential
quantifications can easily be transformed to universal ones:
∃x : P (x) ⇔ ¬∀x : ¬P (x) We use this transformation to
express our predicates by means of CBMC’s assertions. The
example below will illustrate this idea.

We have to check for transitions from each state to each
other state, which results in |S|2 checks. However, the precon-
ditions for all these checks are the same for a given pre state.
CBMC allows multiple asserts which are checked individually.
This capability can be exploited to do the checks for transitions
from a given pre state to all other states in one CBMC run. This
way, only one CBMC run per state is required (|S| checks).

Example: If we want to analyze the example function from
Section II-A for existing transitions with CBMC, we have to
add annotations as follows:

extern int t;
void process_20ms(void) {

__CPROVER_assume(t>0);
...

if (t>0) {
... t--; ...

} ...
__CPROVER_assert(t<=0, "");
__CPROVER_assert(t>0, "");

}

Hypothetical state
machine model
- States
- Transitions
- Transition conditions

Reflexion analysis
- Code transformation

and annotation
- CBMC execution
- Results interpretation

Mapping,
Consistency

Static Analysis
- State variable

candidates
- State invariants

Reflexion model,
Counter examples

Fig. 4. Interactive state machine mining process.

This example is for transitions emerging from state t > 0,
which is specified as the precondition. After calling CBMC,
we get the following results:

• [assert.1]: FAILURE, which means that the first
assertion t ≤ 0 does not always (universal quantification)
hold when t > 0 was true before (but it may hold under
certain conditions).

• [assert.2]: FAILURE, which means that the sec-
ond assertion t > 0 does not always (universal quantifi-
cation) hold when t > 0 was true before (it may also
hold under certain conditions).

We can conclude from this information that there are
transitions (existential quantification) from s0 to both s0 and
s1 under certain conditions. If there was no transition from s0
to s1, the transition from s0 to s0 would always have to be
taken, i. e., [assert.1] would have resulted in SUCCESS.

C. Interactive process

Now let us show how the above reflexion analysis for state
machines can be integrated in an interactive process. It is
illustrated in Figure 4. The process starts with a hypothetical
state machine model that has to be provided by the user.
However, if the user has no idea or is unsure about which states
could be present in the software, there are several measures
to help him get started.

State variable candidates: State variable candidates can
be automatically extracted from the code by means of static
analysis. The criteria for a state variable candidate were listed
in our example in Section II-A. Furthermore, the impact
of this variable on other code can be measured. We use
program slicing [17] to calculate the state variables’ effect
size, i. e., how much code (the number of PDG nodes) is
dependent on this state variable. The variables are sorted by
descending effect size, which can then be used by the user for
prioritization.

Direct state variable usage: A simple static analysis also
allows to show how state variables are directly used within the
code, i. e., where state variables occur in control decisions.
This may already be helpful in many cases. However, it
will miss indirect influence on control decisions, for example
when a state variable is used in a calculation and the result
contributes to a branch condition.



State invariants: The full set of potential state invariants
can be automatically determined by path enumeration [15],
[16]. The user then gets an impression which conditions
may be relevant and can select subsets of those [18]. The
disadvantage of this step is that it faces the path explosion
problem. Therefore, it is optional.

Hypothetical state machine model: In this step, the user
specifies a hypothetical state machine model which he expects
to exist in the code. The expected states are specified by their
invariants. This can be done by choosing the relevant variables
and conditions from the information provided in the first steps,
or it can be directly specified without considering that informa-
tion. Additionally, the user may specify which transitions he
expects to exist. This can be done without a condition, which
means there exists some condition that triggers that transition.
Alternatively, it can be annotated with an expected transition
condition. Depending on the information provided, the check
will be performed with respect to existence or exact match.

Mapping: It may be helpful to specify state machines in
a more abstract way. Specially when there exists a graphical
specification, it will contain more abstract concepts for states
and transition conditions. In this case, an intermediate mapping
may be applied. The state machine can then be specified with
more abstract concepts, but these must then be mapped to
expressions on variables. For example, the state machine con-
dition may be “timerExpired”, which could correspond to the
code-level expression currentTime-timer>timeout.
For simplicity, we ignore this mapping in our examples, i. e.,
we use a 1:1 mapping.

Consistency measures: For the given manual specification,
it has to be checked whether the state space is complete and
non-overlapping, as this is a requirement of our formalism.
The first property can be assured by adding an artificial state
(“other”) with the negated disjunction of all state invariants (if
satisfiable). The second property can be assured by checking
all pairs of state invariants for common elements. Furthermore,
all variables that are used in the invariants have to exist, and
the invariants’ syntax must be valid. Only after validation of
these properties, the next step is executed. Otherwise, the user
may have to adjust the model.

Reflexion analysis: Finally, the automated reflexion analysis
is executed. This consists of generating code with pre- and
postconditions, executing CBMC, and collecting and interpret-
ing the results as described in Section III-B. From the collected
results in RM , a state machine diagram with reflexion edges
as specified above is generated.

Counter examples: In cases where it is not apparent to
the user why a certain transition exists, we evaluate CBMC’s
counter example. The user then gets a variable assignment that
leads to the execution of the transition, which should help him
understand this transition. This information can also be used
for further refinement of the hypothetical model.

Iteration: The hypothetical model is adjusted (if necessary),
and the above steps are repeated until the hypothetical state
machine sufficiently matches with the findings from the code.

state==INITIAL

state==SEARCH

(sig1 == WAIT) || (sig1 == FOUND)

other

state==OFF

state==VERIFY

(sig3 == OK) && (sig4 != PATMAT)

sig2 == VALID

Fig. 5. Reflexion state machine model (Section IV-A).

IV. STUDIES

In this section, we present several studies evaluating the
approach for different use cases and perspectives. All cases
investigate industrial real-world automotive software from
different subdomains.

A. Program understanding through reflexion analysis

A classical use case for reflexion analysis is the reconstruc-
tion of a design model from code. We investigate this use case
for our state machine reflexion analysis in the following. As
a developer starts trying to understand a given function, he
will usually start reading the code and build abstractions in
his head. However, making sure that these abstractions really
match the code is hard. Our approach allows to write down
an abstract state machine model and check it against the code.
The developer therefore does not have to read the code in all
detail, but rather just scans through the code until he is able
to come up with a first hypothetical (partial) model.

We performed this use case with a domain expert on a
quite complex signal pattern recognition function of about
2,000 lines of C code. Figure 5 shows an intermediate stage
during performing reflexion analysis on this function. An
initial hypothesis was created from expert knowledge along
with some superficial code reading. Reflexion analysis then
allowed us to formulate hypotheses without understanding all
aspects of the code and to validate them against the code. In the
result shown in Figure 5, one transition condition (INITIAL to
SEARCH) could be completely validated, while others (like
VERIFY to OFF) are not yet complete. Other transitions are
not modelled yet (e. g., VERIFY to INITIAL, or the remaining
state space which is covered by state “other”). Although in
this case the state was explicitly encoded into an enumeration
variable, it was not easy to understand from the code which
transitions and conditions exist, specially because the code in
the individual cases was quite complex.

Working with our approach (with our support) this way was
regarded as being quite convenient and efficient by the expert,
compared to performing detailed manual understanding on the
same code. Even for this large function, reflexion analysis with



CBMC only took about 33 seconds on a 3.5 GHz Intel CPU
(without parallelization), which makes the approach applicable
even to large functions.

B. Analysis of possible state space

Implicit state is often distributed over several variables.
Our technique can then help to identify the relevant state
space, which can be a great contribution to understanding.
For example, we encountered cases where state was encoded
in several (n) boolean flags. It turned out that only one of the
flags can be true at the same time – which reduces the number
of relevant states from 2n to n. For this analysis, first the
whole state space is created (i. e., each combination of boolean
flag valuations). The analysis then finds out which transitions
are possible. Finally, a reachability analysis on the resulting
reflexion model reveals which of the states are reachable and
which are not.

In one program, we had a main state variable state and
another variable substate. In certain states, an additional
state machine was executed. With 10 possible values for
state and 5 possible values for substate, this results in
a potential state space of 50 states. The application of our
approach revealed that five of the main states could only occur
in conjunction with one specific substate, and only three of the
main states supported all five substates. In summary, only 22
of 50 states were relevant in the software. Our analysis reduced
the state space to the relevant share.

C. Consistency with models

Another use case is checking consistency between design
models and implementation. When a design-level state ma-
chine is not used in conjunction with a code generator, the
code may easily deviate from the design model. This makes
the model useless or gives the developer a wrong picture of
what is going on in the software. Therefore, it is worthwhile
to check conformance of these models to the code. With an
adequate mapping, this can easily be done with our approach.

We applied this approach to a module (coordinator function-
ality) of about 1,000 lines of code to check whether its manual
state machine implementation corresponds to the specification.
The state machine had five states and 14 transitions, according
to the specification. The state was reflected in an integer
variable and could thus be easily mapped. Our CBMC based
tool needed 5.7 seconds to calculate the reflexion model and
confirmed that all transitions do exist. A detailed check that
considers transition conditions took 35 seconds and resulted
in several partially convergent and additional divergent edges.
This was partly because transition priorities were not consid-
ered in the conditions, i. e., the conditions of all higher-priority
transitions that emerge from the same state must be excluded
from the lower-priority transitions. Priorities are a possible
(straight-forward) extension to our approach. However, the
reflexion model as is also revealed several real inconsistencies.

Even when a code generator is used, it makes sense to verify
if the generated code adheres to the model. For example, if
the code generator is not certified and the generated code is

cnt>0 && cnt<max

cnt==0

cnt==maxcnt<0

cnt>max true

Fig. 6. Extracted state machine model that exhibits unintended behavior in
the software: State cnt > max can never be left.

verified with an independent tool, this improves confidence in
correctness of the software a lot. A related approach has been
followed by Sampath et al. [19].

D. Software verification

Our approach can also be useful for ensuring correctness
of an implementation. We demonstrate this for a counter that
is embedded in a complex function. The function contains an
explicit state machine and lots of additional implicit states,
conditions and flags. By providing only the relevant value
ranges of the counter variable cnt as states, the corresponding
reflexion model as shown in Figure 6 provides all possible
transitions between these states as divergences (since no
transitions were specified). It reveals that it is possible to get
into a situation where cnt is greater than max, but that it
is not possible to get out of this situation again. It was only
possible to spot that problem in the code with the help of a
CBMC generated counterexample, i. e., a variable setting that
leads to this unintended transition. This clearly indicates a
problem that was not easy to spot in the original code.

Patterns like this (e. g., for a general counter) could even
be specified in a general form for automated checks using our
technique. Also note that in this case, the explicit state variable
was not considered in our extracted model at all – instead, we
used different value ranges of the counter as distinguishing
state. Our technique thus helps in focusing on selected aspects
of the code at one time.

E. User study: Program understanding for new users

Users without much knowledge about a software can use
our top-down approach to interactively extract state machines.
We provide additional information from static analysis that
can help get them started. We check the effectiveness of this
use case in the following study.

Research question: Can our top-down approach help devel-
opers to understand stateful aspects of an unknown program?

Study design: Quasi-experiment with subsequent discussion.
Subjects: The participants were six of our colleagues, who

are professional engineers with at least a master’s degree
in computer science or electrical engineering. They have all
worked with state machines before.

Subject function: We used a real-world C function from
the automotive domain. The function consisted of 80 lines of
C code and contained six state variable candidates.

Tasks: The task was to extract a state machine with respect
to two of the state variables in the function (both of type



boolean) – first manually, and then with the help of our
approach.

Procedure: In the first step, the participants were asked to
manually analyze and understand the code. They should note
down their understanding of the function with respect to the
two given state variables as a state machine model on paper.
They had 10 minutes to do that. Each participant worked on
this task independently from the others, whenever he/she had
some time. In the next step, the participants were asked to
use our prototype tool to extract a state machine model of the
same two variables. They did not have any prior information
about the approach or tool. The tool guided them through the
process: The users first selected the considered function. Then,
they received information about all state variables, their effect
size (importance) and their possible states in code to select
from. However, in this experiment they knew which variables
they had to select. After the relevant variables and state
invariants were selected, the extraction of the state machine
was done automatically, and the user got the corresponding
model with the existing transitions between those states. After
finishing this step, we had an interview with each participant
to explain the approach and discuss the following points
and questions: 1) Comparison of the information from the
automatically extracted state machine model with the manually
extracted one. 2) Discussion about differences. 3) Complexity
and understandability of the model. 4) Evaluation of the tool’s
response time. 5) Would they use the approach for their daily
program understanding activities?

Results: We will discuss the results according to the above
discussion points.

1) All the users were able to determine the four possible
states in the model, whereas none of them provided all eleven
possible transitions in the code. Most of the participants
neglected the transitions from a state to itself, which is com-
monly considered as always being implicitly there. However,
other transitions with different pre and post states were also
missed. The most complete manually extracted model had
eight transitions. This shows that even small stateful functions
with a small number of variables can be difficult to fully
understand based on the code.

2) After getting the complete model from our tool, all the
participants were able to return to the code and understand
why there is a transition between two specific states. In the
discussion, all users agreed that having the transitions first and
then examining them in the code is much easier and faster than
manually extracting them from code.

3) All the users found that the extracted model is un-
derstandable with respect to the number of states (4) and
transitions (11), and that a user needs only a few minutes
(5 at most) to review the model and then to understand the
behavior of the two corresponding variables (their states and
the transitions between them).

4) After selecting the variables and states, the model was
extracted with CBMC in 2 seconds, which was considered very
well acceptable by all users. We asked them which response
time they would accept. The range was from 4 to 10 seconds.

5) Four of the users said that they would definitely use the
approach when they have to understand a new function in their
daily tasks. The other two users were not sure if they would
need the approach, because they are working on completely
different activities.

The participants also gave additional comments and sug-
gestions. They all asked about transition conditions. We told
them that they can check given transition conditions through
our approach so far, but we do not extract the conditions yet.
They found that getting a variable valuation that triggers a
transition between two states can also be very useful in this
stage of work. An interesting extension that was suggested
by the participants is support for hierarchical state machines
to make complex models with a large number of states and
transitions more understandable.

In summary, this study showed that even for seemingly
small and simple code, it is not easy to come up with a correct
picture of its behavior in state machine form. All participants
agreed that the approach is very helpful even in this case.
This indicates that the approach can in fact help developers in
program understanding.

Threats to validity:
1) The subject code was pretty small, and the state variables

were of boolean type. However, this makes the task even
simpler than it would be in general code. As people failed
for this small example, generalization seems permissible.

2) The participants were all colleagues of ours, which may
impose a bias in favor of our approach.

3) We did not record the time needed for understanding
the code, but rather asked for the participants’ opinion about
the usefulness and other aspects of the approach. This may be
subjective and biased. Only a controlled experiment can prove
that our approach really improves efficiency.

F. Consistency and correctness

To check the consistency and correctness of our approach,
we applied it to the same functions that were used in a
previous study with a bottom-up approach for state machine
mining [18]. The eight functions were real-world functions
taken from different automotive software systems and different
subdomains. Table I presents the characteristics of the test
functions: #Var is the total number of variables, #St.Var. is the
number of state variables, LOC denotes lines of code, MCC
is McCabe’s cyclomatic complexity, and NPATH is Nejmeh’s
static approximation of the number of paths [20].

We first applied the bottom-up approach for state machine
mining [18]. It is based on symbolic execution, path enu-
meration and use of an SMT solver. We used it to extract
state machine models with all automatically identified state
variables, states and transitions from the eight functions. In
the next step, we used each extracted model as hypothesis for
the reflexion analysis process (excluding transition conditions).
These hypothetical models were then automatically checked
against the code using our top-down approach. The results
of these checks were reflexion state machine models with
conformance edges only. There were no divergence or absence



TABLE I
CHARACTERISTICS OF TEST FUNCTIONS.

Function #Var. #St.Var. LOC MCC NPATH
SPD 25 6 807 52 34,560
MON 12 3 75 18 41,472
AVG 16 6 91 20 262,145
HCR 32 4 775 56 170
PRK 33 4 104 30 284,756
RSK 56 5 169 27 147,480
SSD 13 2 58 16 2,816
PPR 10 3 49 16 86

edges in any of the models. In other words: There were no
additional or missing transitions – neither in the hypothetical
models (state machines from bottom-up approach) nor in code
(reflexion analysis). These results show that the top-down
approach provides the same state machines as are extracted
by the bottom-up approach – which was the expected result.

G. Runtime

In order to assess the efficiency and scalability of our
approach, we conducted another case study.

Research question: What is the runtime of this approach?
Is it faster than the bottom-up approach for state machine
mining? Does it scale for complex real-world functions?

Subject functions: The same eight functions from Table I.
Study design and procedure: All state variables and in-

variants are identified automatically through static analysis
and path enumeration [12]. Then, all the transitions between
these states are extracted twice: Once with the CBMC based
approach (top-down), and then with the path enumeration
approach (bottom-up, [12]). Computation times are measured
and compared.

Results: The results are shown in Table II. #States is the
number of states, #Trans. is the number of transitions, tBU

is the required time to extract the state machine model with
the bottom-up approach, tTD is the required time to extract
the same state machine model top-down (CBMC, without
parallelization), Change is the difference in runtime between
bottom-up and top-down, and tmax is the maximum CBMC
runtime that a single CBMC-annotated file took. There is only
one column in the table for the number of states and transitions
of each subject function. This is because the numbers of states
and transitions in the extracted models from both approaches
were identical (cf. Section IV-F).

The CBMC-based top-down approach clearly outperforms
the path-enumeration based bottom-up approach with respect
to runtime in most cases. This is particularly true for the cases
with excessive runtime (SPD and HCR). However, there is also
one case where runtime is nearly three times higher than for
the bottom-up approach.

Discussion: The bottom-up approach seems to be slightly
faster for simple functions with a small number of LOC and
MCC. However, for larger functions, the top-down approach is
much faster. The scalability of the CBMC approach appears to
be promising, especially since it has excellent parallelization
potential: All CBMC calls could theoretically be done in

TABLE II
STATE MACHINE PROPERTIES AND REQUIRED EXTRACTION TIME OF BOTH
APPROACHES. tBU = BOTTOM-UP RUNTIME, tTD = TOP-DOWN RUNTIME,

tmax = MAX. CALCULATION TIME FOR ONE CBMC RUN.

Func. #States #Trans. tBU tTD Change tmax

SPD 720 1,652 7h 97 m -77% 9.9s
MON 16 64 48s 7.5s -84% 0.6s
AVG 64 184 20s 55s +175% 1.1s
HCR 160 437 1260s 240s -81% 2.0s
PRK 36 112 66s 8s -88% 0.5s
RSK 48 170 21s 11s -48% 0.6s
SSD 32 160 101s 109s +8% 29.0s
PPR 8 16 0.6s 0.7s +17% 0.3s

parallel. This would result in the runtime as given in column
tmax. In contrast to that, parallelization of the bottom-up
approach is not possible so easily (it is based on symbolic
execution or concolic testing). Fast feedback is essential for
any interactive approach, so the interactive hypothesis-driven
top-down approach is a good match with CBMC.

Note that the bottom-up approach delivers more information
than the top-down one: We additional get transition conditions.
Therefore, when transition conditions should be extracted, the
bottom-up approach can still be an interesting alternative.

V. DISCUSSION

Our proposed approach has quite a few advantages over
other approaches. Firstly, the basic idea is very simple, which
makes it pretty lightweight. Also, it builds on a strong existing
tool (CBMC) and uses it in a completely new way. This makes
the implementation of the approach quite straightforward.
Despite its simplicity, we showed that it supports a large
number of use cases which all can improve the efficiency of
different software maintenance tasks. The two main use cases
are 1) checking conformance of a design-level state machine
model with the implementation and 2) program understanding
support for stateful aspects of a software.

Similiar to reflexion models for architecture, our approach
can help to keep design models and implementation consistent.
This in turn simplifies software maintenance tasks, because
the developer then has higher-level models that he can really
trust. He does not need to consult the low-level code to be sure
of their correctness any more. But also support for program
understanding is provided in multiple ways. The developer can
check hypotheses that he has regarding behavioral aspects of
the software. The reflexion model then tells him to what extent
these hypotheses are correct, and also what is missing. The
method also allows investigating partial state space and step-
wise refinement, e. g., by providing an “other” state by default.
Compared to traditional reflexion analysis, we introduced an
additional reflexion edge type called “partial convergence” for
transition conditions that are necessary, but not sufficient. This
enables the developer to check whether he is on the right track
with respect to his transition conditions.

In our preliminary user study, the feedback to this approach
was very positive. Even for the small code example, users were
not able to fully reconstruct the correct state machine from the
code – but they could very well understand the automatically



extracted one. This is an indication that the approach can really
be helpful for such tasks.

Our approach is able to check if a transition condition
between two states is correct, but the condition has to be spec-
ified by the user. This condition is added to the precondition
and is checked with CBMC. However, we do not extract or
propose transition conditions in this stage of work. The main
focus was so far on models with state/transition structure only,
which alone have already been considered very helpful by the
users. The counter examples that CBMC generates already
give hints towards transition conditions, and it may be possible
to generate proposals based on that. This is something that we
will investigate in our future work. However, this is currently
a shortcoming compared to bottom-up approaches.

On the other hand, there are also advantages over path
enumeration based-approaches with symbolic execution or
concolic testing. Besides the lightweight implementation, scal-
ability of the top-down approach appears to be much better.
This is partly due to the advances in model checking in the last
years, but also because CBMC checks many cases in parallel
that have to be checked individually in a path enumeration
approach. Also, the top-down approach has the advantage of
excellent parallelizability. Finally, C constructs like pointers,
array and loops are natively handled by CBMC, which are
hard to deal with in symbolic execution.

VI. RELATED WORK

Most state machine extraction approaches try to extract
the allowed sequences of API calls, such as in the work
of Ammons et al. [21], Whaley et al. [22] and Eisenbarth
et al. [23]. However, we are interested in extracting state
machines that describe the behavior of an application.

Kung et al. [15] use symbolic execution to extract state
machines automatically from C++ source code. They observe
the member variables that occur in conditional statements and
the modifications on them to get states and transitions. Sen and
Mall [16] extend Kung’s approach for Java programs. They
define states as the partitions over field values and transitions
as the changes on them. Both approaches were applied to
classes with a small number of states and transitions. We have
adapted the approach for C code and tested it on larger func-
tions, which resulted in hundreds of states and transitions [18].
Our experiments showed that the extracted models are not
understandable by humans. Walkinshaw et al. [24] also use
symbolic execution to extract transitions between the states.
They assume that the states have been manually identified
in a prior step. In addition, they assume that all transitions
correspond to functions. Our approach does not have these
assumptions. In another paper [25], Walkinshaw et al. extract
state machines interactively with the user. The approach uses
a grammar inference technique to mine state machines from
execution traces. However, the kind of interaction in this
approach is very much different from ours: The user has to
decide for given (generated) sequences of events whether they
should be accepted by the state machine or not. Our interactive
approach is rather the other way around. In Bandera [26], state

machines are automatically extracted from the source code of
Java programs for model checking. The generated models are
in the input language of one of the used verification tools. The
resulting models with thousands of states are useful for this
use case – but for human comprehension, they are not. Xie
et al. [27] extract state machines from object-oriented code
based on tests. They extract object state machines (OSM),
whose states are the object state of the class and transitions are
the method calls of the class. Therefore, this approach is not
applicable for the implicit state machines in procedural code
that we are interested in. The extraction of state machines from
object-oriented code is also discussed by Tonella et al. [28].
They assume that each method call on an object represents a
transition, which is not true for procedural code.

Reflexion Analysis was first introduced by Murphy et al. [8].
Koschke and Simon [9] extended the original approach with
hierarchies, which makes it applicable to large systems. The
method is meanwhile in widespread use for architecture con-
formance checking [29]. Christl et al. [30] combined the
reflexion analysis with automated clustering to help the user
find an appropriate mapping.

The ideas for bounded model checking were first introduced
by Clarke et al. [14], and the C Bounded Model Checker
CBMC was first published a year later [31]. Thenceforth,
CBMC has been used in many software engineering fields
such as formal verification. The most closely related work to
ours is by Sampath et al. [19]. They presented an approach
for translation validation, which is intended for verification
of code generators. They let CBMC check the equivalence
between each pair of input stateflow model and generated
C code. However, the approach relies heavily on the specific
code structure that the generator creates.

VII. CONCLUSION AND FUTURE WORK

In this paper, we have introduced a novel approach that
adopts reflexion models to interactively extract state machine
models from code or check conformance of design-level state
machine models with the code. The approach can greatly
support developers in different activities, such as program un-
derstanding, conformance checking and software verification.
We demonstrated that in our use case descriptions. Our case
studies showed that the approach is applicable to real-world
software. The approach also seems to scale for larger software
parts, with the restriction that loop iterations must be bounded.

We plan to extend our approach by priorities and hierarchies
in the hypothetical model, which is pretty straight-forward.
Further research is required for supporting the identification
of transition conditions. Also, we plan to conduct a controlled
experiment to quantitatively evaluate the efficiency and effec-
tiveness of the approach for different use cases.

In summary, using the CBMC model checker to generate
reflexion models for state machine mining appears to be a
very promising approach that is capable of providing useful
support for software maintenance.
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